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Abstract The previous paragraph exposes the operating system point

The P tfile File S PofES) all dowri of view; next paragraphs expose the user point of view.
e Parts-of-file File SysteniPofFS) allows read-write ac- A typical user working on a structured document performs

cesses toiewsof a given file or set of files. This helps a aFernativer one of the three following operatiossarching

user separate and manipulate different concerns. The set fl; 2 desired piece of datanderstanding piece of data and

files is considered as a mount point, and each view is madSOSsiny its relationship with other pieces of the document,

of the parts of the mounted files that satisfy a property exhndupdatingcoherently related pieces. Examples of this sit-

pressed as a path to the view. In short, a view belongs to fation can be found with textual documents, such as source

e leprograms o repors et dtaases s s BVTeX s
prop P 9 enda, or more recently, Web pages and XML documents.

ries. Itis possible to open simultaneously several non-disjoin .
views usiF; several r?on exclusive bro yerties These inew opefully, tools can exploit the structure of these documents
9 prop ) in order to help the user.

share common material from the mounted files, but specia .

care is taken to permit efficient and concurrent view updates. For searching, tools such as class browsers or hypertex-
This service is offered generically at the file system Ievel,t t?b'es of _contenFs, "?‘”grep or the_ search button of an
but application-specific details are handled by plug-in opera?d'tOr provide navigation and querying methods. However,

tors. Special plug-ins calladansducersautomatically attach these tools suffer an important limitation in that they cannot

properties to parts. Performances are encouraging; files (ﬁ‘e c_omblned with ea_lch other to n,1ake search more eff_|C|ent.
more than 100 000 lines are handled efficiently or instance, a text file can lgeep ’ed for a searched string
' or navigated using a table of contents. However, there is no

way to combine thgrep program and the table of contents
1 Introduction program so that one can get the smallest subset of the table of
contents that covers the result ofjeep .

With the advent of UNIX, files are seen as unstructured data For understanding a document, a commonly accepted prac-
stream. Quoting Ritchie and Thompson [17Nd' particu- tice is to build incomplete but simplerewsof the document.

lar structuring is expected by the system [ ] the structure A popular family of views is obtained by seeing the document
of files is controlled by the programs that use them, not byat different depths. For instance, a table of contents offers a
the systeni.This is convenient because the operating systensuperficial view, but helps in understanding a document by
treats input-outputs homogeneously, but it delegates the cagiving a bird-eye’s view on it. At a given depth, many views
for file structures at the application level. However, appli-can also be defined. For instance, showing only the specifi-
cations are designed independently, and are not compatibtations of a program, hiding the debugging code, the com-
with each others. This is clearly inconvenient, because theynents, or showing only the functions sharing a given variable
share requirements like being able to navigate in a structurare possible views on a program file. Each such view help-
and update the structure. Our goal is to handle shared requirs-in understanding one aspect of a program, and also helps
ments at the system level, and to handle application specifim focusing on one task as the user is not visually bothered
requirements at the application level. Thus, it will be possi-by irrelevant details. However, usual tools, like say a class
ble to combine structure-oriented applications as easily as therowser or tools that support literate programming, provide
unstructured data-stream model has made the combination ofly a few of these views, whereas all these views are con-
filters easy (see for instance Bentley’s accounts of Mcllroyceptually simple to describe. The user ability to express what
spelling checker [1]). he wants to see in a view and what he wants to hide is often



plications or users, with different requirements, can read and

S write the same file under their own visions. This new file sys-
cd O/ e tem is calledParts-of-file File Syster(PofFS). Since criteria
= &Mﬁﬁ:@ for defining a view are application specific, we propose that

the file system operations only offer the generic background
mechanisms, and that plug-ins could be defined to handle the
application-level details.

Is == / We present the principles of tHearts-of-file File System
- in Section 2. Then, we expose the great lines of an imple-
o6 / mentation in Section 3, and several other features of PofFS in

Section 4. PofFS has been implemented and used as an actua
file system. Section 5 describes experiments and their results.
Section 6 compares PofFS with other works in the literature.

Figure 1: Symbolic representation of a file content Finally, we present future search directions in Section 7 and

conclude in Section 8.
The reader is invited to play with the material presented in
very limited. this article at the following URL:
For updating a document, views are also helpful. Indeed, http://iwww.irisa.fr/LIS/PofFS/

an appropriate view can bring together related parts of a doc-
ument that are distant in the original. For instance, gatherin% Princioles
all conclusions of a book may help in updating them coher- P
ently. However, tools supporting views seldom support view, . . .
updz':lte because it causepspcohe?ence problems be[t)vr\)/een vie s;I' Viewed files and views

and between views and the original document. We propose to navigate in selected parts of a given set of files,
The problem with all those tools is that they lack of sharedthe viewed files For the sake of simplicity of the explanation
general principles that would make it possible to incorporateye will restrict ourselves to a unique viewed file (see Sec-
new tools, supporting new kinds of navigation, query, viewstion 4 for more details on the handling of multiple files). A
and updates, and that would make it possible to combine theRjewis a selection of some parts of the viewed file that share a
fruitfully. property; e.g., “to be a declaration”, or “to use variablare
We can draw a parallel between the management of filossible properties for parts of a program file, and the listing
contents and the management of file directories. Directoriesf every declaration of a program file is a view. Properties are
offer one rigid classification of files, in the same way as filesattached automatically to parts of files by special programs
offer one rigid organization of data. The possibility to asso-calledtransducers Several properties can be attached to the
ciate severgpropertiesto a file and then to combine naviga- same part, thus allowing many search criteria and many kinds
tion and querying irvirtual directorieshas been proposed in of views.
the past to help in the management of file directories [6, 16]. In terms of an ordinary file system, directories will be the
We propose in this article to associate several properties t@ay to query and navigate; path will be formulas built from
parts of a file, and to consider views adrtual files built of properties (e.ggd “uses variable: OR is a comment”), and
selected parts to help in the management of file contents.  sub-directories are possibiefinementso queries. Each di-
Figure 1 shows an iconic representation of the problemrectory contains a file, the view, which contain the parts of
The patterns represent the rigid structure of a file, and théile that satisfy the properties expressed in the path. These
grey levels represent different concerns. For instance, pahotions are formally defined in Sections 2.4 and 2.5.
terns correspond to functions in a C program, and grey levels All this requires several mechanisms: {@ylexing where
correspond to heading, local declaration, body, or commentsransducers attach properties to parts of file, q@grying
As usual, concerns are scattered across structural boundariegere properties that specify views are compared with prop-
Hierarchical navigation must respect these boundaries. Hoverties attached to parts of file, (@vigation which computes
ever, property-based navigation can focus on a concern acroasfinements, and (4)pdating by which a modification in a
boundaries. Note that brick-pattern and dark gray form an exview is back-propagated to the viewed file. The first three
ample of two properties that overlap. So, updating the brickmechanisms are inherited from thegic File Systen{LIS-
pattern view should update the dark-grey view. FS [16]), the essence of which is to combine querying and
Views must be first-class citizens, and they must be updatiavigation among files decorated with logic properties. The
ed without restriction. We propose this new service at thecontribution of this article is to adapt LISFS operations to the
file system level, under a standard interface, so that its impactontext of navigation inside files, and to propose a solution
is maximum without rewriting applications. So, several ap-for the fourth mechanism, updating. In particular, unrestrict-




ed view update is managed efficiently. In the following sec-
tions, we describe PofFS through a use case, and then we go

deeper in its mechanisms.

2.2 Anexample

Consider a C program filépo.c
[1] % cat -n foo.c

int f(int x) {

int y;

assert(x > 1);

y =X
fprintf(stderr, "x =
return y * 2

}

int f2(int z) {
return z * 4

%d", X);
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[2] % poffsmount foo.c /poffs

Commandl displays the content dfoo.c , and com-
mand2 mountsfoo.c on/poffs , using transducers for
attaching properties to parts of fileo.c . Thus,foo.c is

the viewed filefor this introductory example. The transduc-
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Figure 2: A file context

Commandbs refinesthe current view by selecting parts of
file that have propertyunction:f . Command6 shows
how refinements are related to the current property. In direc-
tory poffs/function:f , propertyvar:z/  is no longer

ers are not mentioned in the command line because they agerefinement. This can be checked in the current view which
selected automatically using a mechanism similar to MIMEcontains only the code of functidn and contains no line re-
types. In this example, parts of files are lines. Propertiesated to variable (see Figure 3). Moreoveiynction:f/

are “this line belongs to the definition ¢f (function :f),
“this line mentions variable:” (var :z), “this line contain-
s a trace instruction”debugging ), and “this line is an
assertion” gpecification ). The attachment of prop-
erties to lines can be represented a&ras x properties
matrix which forms thefile context(see Figure 2). In
real-life, the lines x properties matrix can be very large,

e.g., 100 00&10 000, but it is also very sparse, e.g., an av-ging|specification)
erage of 10 properties per line. Note that indexing is not lo-

cal to parts. For instance, line 7 has propédutyction:f
because a declaration of functibnhas been found 6 lines
above. A change at line 1 may affect properties of lines
to7.
[3] % cd /poffs
[4] % Is
foo.c
debugging/ specification/
function:f/ function:f2/
var:x/ varyl var:z/
Command4 has two effects. First, it createsveewwhich

is no longer arefinement, since it yields exactly the same view
as the current one.
[7] % cd !(debugging|specification)

Command?7 illustrates the possibilities of the query-
ing language. Negation is writteh, and disjunction is
written | . Characterslash can be read as a conjunc-
tion, so that path/poffs/function:f /!(debug-
corresponds to the logic formula

function:f N —(debugging \V specification) .
More sophisticated logics than propositional logic can be

2used by pluggindogic solversin the file system. For in-

stance, program functions could be indexed by their types,
and the types be compared using a type logic implement-
ed as a pluggable module. Swalued attributescan be
compared and filtered: e.gcd "type:?bool” select-
s all functions with a boolean parameter. taking in param-
eter a boolean. Similarly,cd "function:™f.*" se-
lects all functions whose name starts with &n. * In this
case a logic of strings (regexp) is used. PofFS also offer-

contains all the parts of the file that correspond to this direcs mechanisms for grouping resembling refinements; this re-
tory. As this directory is the mount point, the view has theduces the size of answersl$n. For instance, sub-directories

same content as the viewed file. Second, it computes possibignction:f/
refinementso the current directory, and presents them to thedirectoryfunction:/

user as sub-directorieiqction:f/

).

[5] % cd function:f

[6] % Is

foo.c

debugging/ specification/ var:x/ var:y/

, debugging/ ...

andfunction:f2/ can be grouped in a

. Properties can also be grouped by
the user in taxonomies, thus permitting to focus on a subset
of the properties and making navigation easier.

[8] % Is

foo.c

var:x/ vary/

[9] % cat foo.c
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gggg,g Ingl on Figure 4: Creation of a view
Figure 3: Navigation in a file context
return z * 2
int f(int x) { r
int y; inf f2(int z) {
ST | return z * 4
y =X }
return y * 2
} Finally, commandl4 shows that updating a view affect-
----------------- 3 s the viewed file and other views. PofFS maintains the co-

Command8 shows a list of sub-directories reduced to herence of all views and the viewed file by back-propagating
var:x/ andvary/  (check on Figure 4). Commar@ view updates to the viewed file, and then to the other views.
displays the content of the current view. Lines that do not
satisfy the current property are replacedarks of absence
.0, el . These marks will make it possible
to back-propagate updates to the viewed file.

[10] % cat foo.c | sed -e sly/lz > foo.c

This example shows how properties of very different na-
tures are combined in PofFS. It is kept deliberately simple,
but the same principles apply to any kind of property. For
instance, we have experimented with Java package, using
Javadoc to extract types of methods, keywords, name of au-
CommandlO demonstrates that views caniyedatedand  thors, etc, and logics for comparing types, strings, etc. This
can be so by any kind of tool. The effect of this command isyje|ds automatically a powerful environment for retrieving
to replace all occurrences gfby z, of course only in parts  software components and editing them. Properties and log-

that belong to the current view ics cooperate fruitfully to offer advanced queries, naviga-
[11] % Is tions and views. For instance, a programmer can ask who
foo.c are the authors who have programmed code using the global
var:x/ var:z/ variablefoo with the commands use:foo/author:
CommandLl shows that updating a view affects property The user can combine different query methods, can navigate
refinements (compare with results of comma&nd in more than one classification, and can even use a query
[12] % pwd method as a navigation one. For instance, the user can either
Ipoffs/function:f/!(debugging|specification)/ docd author:jones for query, ands author:/ for
[13] % cd /poffs navigation.
[14] % cat foo.c .
int f(int x) { _ The example manipulates a toy program, but the proposed
int z: file system works as well for large collections of programs
assert(x > 1); like, say, an operating system kernel. It works also for files
z = x that are not intended to be read directly by an end-user like,

fprintf(stderr, "x = %d", Xx); say, HTML files.



2.3 Indexing words, whereas with PofFS a 5-line Perl transducer and a sim-

] o o ple query likecd contains:foo/contains:bar/ do
We now switch to a more formal description of the principles;, o job.

of PofFS.
A file transducer for PofFS attaches a property to every

) . - ! (o

part of a viewed file. The definition of what is a part can

Building a transducer is a technical task, but the experience
f Emacs modes, and more generally of software plug-ins,
beline-orientedor structure-orientedIn the first case, parts shows that such a task can be factorized S0 that end-users n-

o o ' ever need to write an Emacs mode or a plug-in. Moreover, the
are entire lines, while in the latter case, parts are made of 8xample above, and the transducers we already have devel-

range Of tokens that bwld_a structured component, e.g., agped, which form really small programs, show that this is not
expression in a program file. When structured componentguch a difficult task. They can handle Prolog, O’Caml [14]
always fit on sequences of entire lines both orientations ar ' '

valent. We will develon in this articl v th fE’erl, C and Java programs, HTML, LaTeX and BibTex files,
ﬁguw?i err:t.ti :j \r':”w Svf OFr)ir:ni IIS ar]; 'g eﬂfsng ne tc(;ase ?Kf\dministration files such detc/passwd , and also plain
€-orientation, however, principies ot o 0 NOt AePENGeyt. In some cases, existing tools like Javadoc provide a sig-
on this orientation.

nificant help for programming complex transducers.
Transducers can be passed manually to program

poffsmount , or they can be stored in a pre-defined
repository. In the latter case, they are automatically selecte
according to the type of the file. Transducers are called i
sequence, and their results accumulated. For instance, if
part receives property from a transducer, and property

4 Querying a view

Fgroperties attached to parts are written in the same logic lan-
o7 i guage as is used for querying and navigating. A logic is de-
from another one, it will altogether receive propeity! b. fined by a formula languagg, and by an entailment relation

;Lh'sf rlrl]avbtia: tzens3(/jsten: gaf?r':y eXt??nS'?rI]e'r rf]ornms’t?nnc&\/ritten . Formulaf;, = fo means that iff; is true, thenf,
€ foflowing transducer detines a "memory managemeny 41so true. For instance,A b |= a is true in propositional

aspect” of C programs: logic. Let us callO the set of all parts of a viewed filg, and

foreach line ¢(o) the content of pai; a transducer computes a functién
if line matches which associates to every para formulad(o) that describes
(malloc|calloc|new|delete|free) the part in the context of. The description of a part must
then print "memory_managment\n” be a conjunction of atomic properties (though queries can be
else print "\n" any formula).
This can be passed to programffsmount , without both- Views are designated by logic formulas that serve as ac-
ering for the other transducers. cess paths. Every directory contains a single file which con-
More formally, a transducer has type: tains the view corresponding to the formula denoted by the

access path. Formulas can be atoms (eJp.,negations

(e.g.,—a), disjunctions (e.g.q1 V as V as3), or conjunction-

It takes a list of parts and returns a set of property for eacls (e.g.,(a; V az2) A az A (—ay)). The entailment relation is

part. The interface convention is that list elements are sepahat of propositional logic. These formulas are writtena ,

rated withnew-linecharacters, and set elements are separateall|a2|a3 , and(alla2)&(a3)&('a4) in the concrete

with aslash syntax. More sophisticated logics than propositional logic
A transducer can be a state machine, so that the propertan be used by plugging logic tools in the file system. Atomic

attached to a part may depend on other parts. For instance, éermulas can be valued attributes and the user can plug in spe-

ery line of the definition of a functiofi may receive property cial logic solvers for handling those values. Several different

function :f if the transducer remembers the name given tanodules can be plugged in simultaneously, thus producing a

the function in its declaration. The property attached to a pantich combination of services.

may also depend on subsequent parts. For instance, assumingrhe querying mechanism checks for every part of file

a propertycalls:  f (“this function calls functionf”), the  whether its property entails the access path formula. In a di-

property of a function declaration depends on whether thergectorypwd, the view contains all parts of file whose property

is a call to functionf in the subsequent definition. Note that entailspwd:

states in transducers allow for handling parts that are made

of several lines, e.g., function bodies or BibTeX items. So, View(pwd) = {c(0) | 0 € O, d(0) |= pwd} .

even if line-oriented, our scheme is not line-restricted. On the

opposite, popular tools likgrep are line-restricted because  For instance, in the context of filoo.c , line 2 be-

they cannot handle patterns that do not fit in one line. Folongs to the view of directoryfunction:f because

instance, there is no way witlrep or with a search button function:f A var:y |= function:f. Thec(o)’s are presented

in an editor to search for paragraphs that contain two givern the view in the same order as in the viewed file.

list(partcontent) — list(set(property)) .



2.5 Navigating between views B

I

Property refinements are presented as sub-directories. m—m insert }‘evv_
Formally, let P be the set of all properties, let I cd dark-grey . here o

ext(pwd) = {0 € O | d(0) = pwd} (the extension opwd), — %,ep —

then the set of all sub-directorieBjrs, of directorypwd is —

Dirs(pwd) = —

maz{p € P | 0 C ext(p A pwd) C ext(pwd)}

For instance, at commandé of Section 2.2,
var:x is a sub-directory of function:f
because ext(var:x A function:f) is equal to are applied to the viewed file to re-index it, because proper-
ext(var:xz) N ext(function:f) which is equal to{ 1, 3, 4,5} ties of some parts may have changed. Consider, for instance,
which is a subset ofxt (function:f). the renaming of a function in a declaration; this changes the
PofFS also offers mechanisms for grouping resembling refunction  property for every line of the function definition.
finements; this reduces the size of answeils to Properties This suggests that updating causes a complete re-indexing
can also be grouped by the user in taxonomies. So, the role aof the viewed file, but we will see that this can be avoided.
mazy is to limit refinements to most general formulas. This
makes answer shorter and navigation more progressive. This .
is important because the range of properties used in applica Algorithms and data-structures
tions is actually very large, but not all properties are relevant ) o ] ]
ata given time. So, PofFS offers way to hide these other prop=Very part of a viewed file is represented by an internal object

objects x properties matrix. It is often very large, but sparse

. Typically, the number of “crosses” in every line is a constant,
2.6 Updating a few dozens, so that the total number of crosses is linear with

In order to back-propagate view updates to the viewed filethe number of parts, instead of being linear with th_e produ_c-
PofFS must combine the parts that are present in the viewOf the number of parts by the number of properties. This
(modified or not) and the parts that are missing. The resulf?@Kes it amenable to an efficient representation. _
must be foreseeable, and coherent with the intent of the user. QUerying and navigation mechanisms use the matrix,
To do so, missing parts must be made explicit in the view@"d the indexing mechanism fills it in.  In order to
Assume for instance a schematic viewed éite (wherea make these mechanisms more efficient, PofFS stores
b andc are groups of lines), and a view that hides This &N object->properties table and the inverse table
view is displayed as...c , where.... is amark of ab- Property->objects - Transducers fill in the matrix by
sence. If the missing parts were not marked (view displayed/locating a new internal object for every part of file. Poff-
asac), inserting arx betweera andc could be interpreted as S &/S0 manages a tabbej->contents  which associates
inserting arx either before or after the missing part, i.e., ei- [ €very internal object its content, and a talie->obj
theraxbc or abxc . Similarly, changinga into @’ without which associates to every part designated by its coordinates
knowing where the missing parts are could be interpreted aS internal object. Remind that in this article, parts are al-
forminga’bc , ba'c , and evera’c . Thus, it would be im-  Ways lines. Note that the ordering of parts in the viewed file
possible to infer the intended effect of a view update on thdS no_t n_ecessari_ly res_pect_ed ?n the internal representation; if a
viewed file. To solve this problem, PofFS inserts marks of abPartis inserted in a view, it will be appended at the end of the
sence in views everywhere parts are missing. A single mark jinternal representation, in order to not relocate the existing
inserted for several consecutive missing parts in order to nd?@rts. The last two tables are used to put back together the
pollute too much the view. A unique number is associated tgontents of a viewed file, especially when it has been updated
every mark of absence. This makes it possible to delete o#ia a view. Figure 6 illustrates these data-structures for file
move missing parts in a view, and back-propagate the resuff0-C (€€ Section 2.2), in which we assume that function
to the viewed file. f2 was created first, then functidn then thefprintf for
Figure 5 illustrates the ambiguity of inserting a new piecelracing, and finally thassert  instruction.
in a file where missing parts are not marked.
In summary, a \_/iew is composed of all par'Fs of afilethat3 1  \jews
satisfy a query. Views can be updated and view updates are
back-propagated to the viewed file. The updated viewed fil&Every directory corresponds to a logic formiflaThe query-
is composed of all parts missing in the view and of all vis-ing algorithm uses tablproperty->objects for com-
ible parts (possibly updated) of the view. Then transducergputing efficiently the set of internal objects that satigffthe

Figure 5: Why do we need marks of absence ?



The viewed file

inode(foo.c)

data

int f(int x) {

inty;

assert(x > 1)

y=Xx

fprintf(stderr, "x = %d", x);
returny * 2

}
int f2(int z) {
return z* 4

}

The file context

line->object object->contents
11 |04 ol |int f2(int z) {
12 |05 02 |returnz* 4
13 | 010 o3|}
14 |06 04 | int f(int x) {
15 | 09 o5 |inty;
16 |o7 06 [y=x;
17 | o8 o7 |returny * 2
18 |ol o8|}
19 |02 09 | fprintf(stderr, "x = %d", x)
110 |03 010 | assert(x > 1);
object->properties property->object
ol | #function:f2, #var:z #function:f2| o1, 02, 03
02 | #function:f2, #var:z #function:f| 04, 05, 06, 07,
03 | #function:f2 08, 09, 010
04 | #function:f, #var:x #var:x| 04, 06, 09, 010
05 | #function:f, #var:y #var:y| o5, 06, o7
06 | #function:f, #var:x, #var:y #var:z| 01, 02
o7 | #function:f, #vary #debugging 09
08 | #function:f #specification 010
09 | #function:f, #var:x, #debugging
010 | #function:f, #var:x, #specification

A view file _ o
cd function:f/!(debugging|specification)

i

data
marks int f(int x) {

ml| o3 inty;

m2| 05 ST

m3| 08, 09, 010 y=x
returny * 2
}

Figure 6: Representation of a view

extension off). Every first time the content of a directo-
ry is read, e.g., with commarid , a new view is built. A
newinodei is allocated, but no data is created. Then, data
blocksi.data , and a tablé.marks , which associates to
every mark of absence a set of internal objects, are filled in
on demand (e.g., when opening the view) using the following
algorithm:
Algorithm : compute_view
compute_view(pwd) =

ois = ext(pwd);

mark = 0 ; inmark = false;
foreach | in line->obj
let o = line->obj[l] in

if (0 is in ois) && not inmark
then add obj->contents[o] to i.data;
if (0 is in ois) && inmark
then inmark = false;
add "......." and mark
and obj->contents[o] to i.data;
if (0 is not in ois) && inmark
then add o to i.marks[mark];
if (0 is not in ois) && not inmark
then mark++;
inmark = true;
i.marks[mark] = o;

if inmark then
add ".........." and mark to i.data;

3.2 On-the-fly indexing

When a user updates a view, PofFS updates the viewed
file and the objects x properties matrix because proper-
ties may have changed. This means recomputing ta-
ble object->properties and also the inverse table
property->objects ; this is costly if done naively.

Observation 1. a user often changes only a few parts be-
tween two commits.

So, PofFS needs not recompute the tables entirely, but only
patcheghem according to the update. Every time an update
is committed to the disk, PofFS will only change a few lines
of these tables. These parts are detected udiliff) a-like al-
gorithm [15]. However, one must not consider only modified
parts. This is because properties of other parts may depend
on these modified parts. For instance, changing the name of
a function at some line also changes the properties of all the
subsequent lines that contain the function definition. So, even
knowing that the changes are few, one should still apply the
transducers to the whole viewed file. We propose a scheme
by which transducers give more information so that PofFS
can avoid executing transducers on entire files.

Observation 2 a file is often made of relatively indepen-
dent units whose properties do not depend on each other;
e.g., functions in a C file or a BibTeX entry.

In principle, a transducer must go through all these units.
When a transducer enters a new independent unit, it reset-



original content

synchronization
points

Figure 7: Re-indexing between synchronization points
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transducing

if | contains a mark with number j
then
foreach o in i.mark[j]
add obj->contents[o] to new_content;
else add | to new_content;
Then PofFS computes the difference between the old and

new contents. Then, it applies transducers to segments of
new_content delimited by the synchronization points that
surround the updated parts, and it updates all the tables. To
compute the difference, PofFS uses the output ofdiffe

tool [8]. Different actions are performed according to the re-
sult of comparing lines of the two contents. In the follow-
ing algorithm, these actions are represented by a funétion
that is passed tdiff and called after every comparison of
two lines. The function takes as parameters the line num-
in the algorithm), and the result of

depend on the former one. This means that the contents @bmparing the corresponding content lines (eithtatch ,

parts before this point do not influence the indexing of partOld_not_in_New

or New_not_in_OId ). The algorith-

after this point. These points play a crucial role in keepingm
indexing costs to a minimum; we call thesgnchronization

is as follows:

Algorithm : reindex

points Note that synchronization points have nothing to doreindex(new_content, old_content) =

with marks of absence, because boundaries of missing parts
need not fall exactly on synchronization points. A new table,
synchro , contains all synchronization points of a viewed
file. If a file is updated, and must be re-indexed, it is enough
to re-index it between the last synchronization point before
the updated parts (marked (a) in Figure 7), and the first syn-
chronization point after the updated parts that is also a syn-
chronization point in the viewed file (marked (b) in Figure 7).

So, the actual specification of a transducer is as follows. It
is a state machine, with an initial state. It associates to every
part of file properties that may depend on previous and subse-
quent parts. Every part where a transducer comes back to its
initial state is called a synchronization point; it has property
synchro which is recognized by PofFS. A correct trans-
ducer must not make a part depend on other parts beyond a
synchronization point.

Requirement the fact that a part is a synchronization
point must not depend on other parts.

This requirement is very strong, but it allows for the effi-
cient algorithms we present later. Moreover, it ensures that
effects of an update are as in watertight compartments; like
in submarines, where a breach in a compartment will not de-
stroy the whole ship. In our case, an unmatched open bracket
in a function declaration does not cause the costly re-indexing
of the other functions.

We now present the actual algorithms for reindexing.
When a user commits an update in a view with inod@p-
erationrelease of the file system), PofFS first computes
an image of the new content of the viewed file (let us call it
new_content )usingi.data andi.marks as follows:
Algorithm : new_content
new_content(i) =

new_content = empty_string;

foreach line | in i.data

newline->0bj = empty_array;

newsynchro = empty_set;
must_index = empty_list;
to_del = empty_list;
is_in_clean = true;
may_index = empty_list;

let f(newi, oldi, comparison) =
if comparison = Match then
if oldi is in synchro then
is_in_clean = true;
may_index = empty;
add newi to newsynchro;
if is_in_clean then

newline->obj[newi] = line->obj[oldi];
add newi to may_index;
else

add oldi to to_del;
add newi to must_index;

else /I not Match
add may_index to must_index;
is_in_clean = false;
may_index = empty_list;
if comparison = New_not_in_Old
then add newi to must_index;
if comparison = Old_not_in_New
then add oldi to to_del;

in diff(new_content, old_content, f);

let (stdin, stdout) =
pipe with transducer;

foreach i in must_index
write to stdin new_contentsli];
foreach i in must_index
let | = read_line from stdout in
let props = parse | in



let o = free_object() in incremented, and tables are updated as seen in section 3.2; if
foreach p in props ‘no’, an error code is returned.

add o in property->object[p];

object->properties[o] = props;

newline->obj[i] = o; 3.4 Impact on traditional file handling mecha-
obj->contents[o] = |; nisms
if 'synchro’ is in props

then add i to newsynchro; The design of PofFS has several unusual consequences that ¢

user must be aware of. Users may insert a line in a view to
which it does not belong; e.g., to insert a comment in the view
of directory!lcomment . Committing the updated view will
cause a re-indexing of the viewed file, and produce an up-to-
date version of the view, without the new line (i.e., the com-

foreach i in to_del

let o = line->obj[i] in

foreach p in object->properties|o]
del o from property->object[p]

free object->properties[o]

free obj->contents[o] ment line in our example) because it does not belong to the
view! So, an application must not ignore the fact that com-

line->obj = newline->obj mitting a view may change its visible contents, so that it must
synchro = newsynchro re-read the view. If it does ignore this, inconsistency will fol-

low. The requirement that applications refresh their buffers
after a commit is not excessive. For instance, the Emacs text
ditor can be configured to reload its buffers after a commit.

In order to be more efficient, the actual algorithm is slightly
more complicated. It does not apaliff to the whole file
contents, but only to the old and new contents of the current
view!. So doing, the cost of an update is roughly proportional

with what the user sees. 3.5 File system operations

We now switch the description of PofFS operations from the
application level to the file system level. To this end we rede-

A user, or several users, may open simultaneously severfin€ the operations of th¢FSinterface of Linux Virtual File
views on the same viewed file; this introducesamsisten- ~ Systeni12]).

t view update problemUpdating a view causes the update Operation read_super  is called by program

of the viewed file, and finally the update of other views thatPoffsmount . Its parameters are a file name, and a
see the updated parts. We have chosen to delegate the soli§t of transducers. It creates the tables of the file context, and
tion of this problem to applications that use PofFS. This isfills them in using the transducers in sequence. It also create
coherentwith the current usage for file systems. For instancéherootinode.

a text editor like Emacs already checks the coherence of d- Operatiorput_super (called by progranumount ) may
ifferent views (aka.buffer§ on the same file. This requires discard the tables of the file context. However, it is sometime
that the file system indicates when a view is no lorfgesh better to save them in order to reuse them when remounting
This requires also that applications check this indication. Sothe same file.

PofFS stores éime-stampin every directory inode, and in- Operatiorreaddir  is called by prograns or, more di-
crements a global time-stamp every time a view is committedectly, by the system cafjetdents . Its parameter is an in-

to disk. Every time a user consults a directory (commiand  ode of a directory. It returns a list of paifisame,inode)

or operatiorreaddir ), PofFS checks that the time-stamp of for every sub-directory, and for the view. Sub-directories
the corresponding directory is not older than the global time-are computed according to the definition Birs (see Sec-
stamp. If it is not older, the view of this directory is fresh, tion 2.5). Operatiomeaddir  could build the content of the
otherwise a new view is built from the viewed file, with a new view, but it is preferable to delay until the content is actual-
inode whose time-stamp is a copy of the global time-stamply used, e.g., until operatioopen . Indeed, a user may infer
Applications may not read the freshness indication, and igfrom the names of the sub-directories that he should navigate
nore that a new view has been built. PofFS manages thes# least one step further, without actually reading the view.
applications by simply forbidding updating from non-fresh  Operationlookup is called every time a program inter-
views. We achieve this by associating to each inode represrets an access path. Its parameters are an inode of a directo-
senting a view a time-stamp. When an application commits ay, and a string, which is intended to be the name of a file or of
view, PofFS checks if the time-stamp of this view is equal toa sub-directory. It returns either the inode of the file (which is
the global time-stamp. If ‘yes’, then the global time-stamp isalways the view of the directory) or sub-directory, or an error

code if the string is an unknown name.
1A difficulty of this variant of the re-indexing algorithm is that a mark of . 9 .
absence may hide a synchronization point, so that transducers must also go OPerationdseek K read , write , andtruncate .be'
through hidden parts. have as usual. For instance, the parameter of openataxh

3.3 Synchronizing views




is a file inode, and the address of a buffer to fill in with file This gathers information that were scattered in several files.
contents. For instance, it permits to get in a single buffer the declara-
Operationopen computes the content of a view, if it does tion and all calls to some function, and thus makes it easier to
not exist yet. It calls theompute_view algorithm. The modify consistently the function signature.
view is stored as a temporary file of a standard file system.
Thenoper_1 works as usual. _ _ _ 5 Experiments
Operationrelease commits a view on disk. It calls the

reindex  algorithm. Updates are then back-propagated O e parts-of-file File Systeroonsists in a user-level program

the viewed file. _ to which file system requests are redirected by PerlFS [3].
_Operationgnkdir , rename, create , andunlink are  pxT3 s ysed as the underlying file system for storing views

disabled, because every object that is visible in a PofFS d'énd meta-data. This style of implementation is very conve-

rectory is there for the consistency of the design. nient for prototyping, but it introduces new costs: mirroring
system level operations to a process in user space using a
4 Extensions pipe. The specific services of PofFS/LISFS still augment the

overhead. Nevertheless, experiments with LISFS show that

Several other features make a complete PofFS system; nameavigation and querying are rather efficient, especially con-
ly, to navigate in hidden parts, and to navigate inside severaidering the costs of related tools likiad
files at a time. The system is mainly written in O’Caml [14]. This is a

To build a view in which non-desired parts of file are hid- functional programming language that is strongly typed and
den is useful, but sometimes one wants to discover what igan be compiled either to byte-code or to native code. Itis un-
hidden. To this end, “to be a missing part with numbk&r  usual to program system level components in such a language
is considered as a property; a user may specify a view usingC is much more usual), but we contend that this is a good
propertymark :z, provided that: is actually the number of choice for PofFS. Indeed, PofFS operations implement com-
a missing part. So, in the example of Section 2.2, anotheplex algorithms working on data-structures whose life-length

scenario could be: is uncertain. O’Caml ensures a good level of security because
[10] cd mark:3 it has a strong type-checker and an automated garbage col-
[11] Is lector. This approach is similar to other approaches where a
foo.c var:z/ safer programming language is used for system programming
[12] cat foo.c (Cyclone and Vault [9, 5]).

[ERPURRRRY | Figure 8 shows the architecture of the implementation of
int f2(int z) { PofFS. PofFS is an assembly of several components living in
return z * 4 kernel-level and user-level. The core of PofFS is programmed
} in user-level, and is interfaced with VR&a the PerlFS sys-

This allows one to navigate in a file contents as in an hytem. PofFS communicates directly with user-defined pro-
pertext document. A directompark: x is nothing special; it grams called plug-ins. These programs permit to specialize
contains refinements and a view computed as usual. PofFS for the user context. There are two kinds of plug-ins:

Some applications require that information resides in distransducers and logic solvers. Transducers are used for ex-
tinct files. For instance, this is the case for Java environmentgacting properties from viewed files. Logic solvers permit
where different classes must belong to different files. So, wéo reason on those properties. In order to be recognized by
have added to PofFS the possibility to mount a group of filesPofFS, plug-ins must be copied in a pre-defined directory of
There are two options here: (1) to have as many views as theRofFS. The selection of the appropriate transducers is done
are viewed files, (2) to concatenate all the files, and use thafter the suffix of the filename of the viewed file (a.k.a it-
single file scheme. The first mode favors the discovery of thes extension). Plug-ins can be programmed in any program-
roles of the different files; e.g., who defines what, who usesning language provided the program interface conforms to
what? In this mode, commarsd list refinements as usual, a simple protocol that we have defined. Finally, user appli-
and non-empty views of the viewed files. Second mode favorsations can be anything that uses files. Applications such
the global manipulation of a set of files along concerns thats shells, editors, browsers, compilers or players, have been
cross file boundaries. In this mode, refinements are as for therogrammed for hierarchical file systems but they adapt very
single file scheme, and there is also a single view, but it conwell to this new paradigm, and can even offer new services
tains all parts of the concatenation file that match the queryfor free (e.g., compiling a slice of a program). Really new
A new kind of mark is needed, for separating file views. Thisapplications that use PofFS as a repository and that actual-
feature goes as far as possible in the direction of virtualizindy requires PofFS services can also be defined (e.g., exper-
files since it abolishes file boundaries. In Emacs-style wordiments on a programming environment, a geographic infor-
s, it permits to navigate in several files using a single buffermation system, and a time-tabling system have already been
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Figure 8: PofFS software architecture

done). In those applications PofFS is a key element of th§2] % cd /poffs; Is

software architecture. title:/ type:/ ref:/
Transducers do not belong properly to PofFS; they ar@uthor:/ year:/ title:/

user-defineglug-insof the file system. However, they play institution:/ contains:/

an important role for the efficiency of the overall system; ey-domain:/

ery transducer sees every part of file several times during thr@f'blb

life-length of a document. In the experiments presented in PofFS is mounted on BibTeX fileef.bib . Command

this section, we always use 2 transducers per application. The yields the most general refinements and the current view,

first one performs a full-text indexing of the viewed file, and ref.bib . At this stage, refinements form a catalog of avail-
it is used by every application. It extracts an attribute for ev-gple properties.
ery word in the viewed file. The second transducer is specific
to each experiment, and is described with the experiments. [3 % cd author/; Is
All experiments described in this article have been done oriﬂ:ﬂg:jg'g?gé ui?tgﬂihﬁ':gopn;ﬁm
aLinux 2.4, Pentium 4 at 2 GHz, with 750 Mbytes RAM, and o o
40 Gbytes IDE hard_'d'Sk' . . year:/ title:/ type:/ ref:/ ...
First experiment is to mount PofFS on BibTeX files. The ef pip
specific transducer extracts properties that correspond to Bib-
TeX fields: title, authors, year, domain, etc. The specific and A Selection by authors is chosen. The result is a list of
full-text indexing transducers yield an average of 9 attributeuthors, plus a list of refinements that have not been used yet,
per line. Attributes are duplicated on every lines of each BibPut are still relevant.
TeX entry to handle the fact that the actual notion of a party; o, ¢4 author:0.Ridoux/year:>1990/; Is
is the entry and not the line. Navigating in a BibTeX file guthor-s.Ferre/ author:Y.Padioleau/
yields a vision of the file that resembles what can be obtaineduthor:P.Brisset/ author:Y.Bekkers/
by data-mining e.g., most frequent co-authors of authtyr
most important dates for subjest Tools exist for manipu- year:2003/ year:2002/ year:2000/
lating BibTeX files, but they do not offer as much possibilities year:1998/ year:1996/
as simply mounting PofFS on a BibTeX file. The only thing -
that is missing is a graphical user interfacefil& browseror ~ title/ type:/ ref:/ ...
a text editor may be used instead. This shows the interest Sgf-bib
a system level solution; existing applications run unmodified An author is chosen, and the range of the year attribute
on PofFS, but offer more services. have been restricted. The result is a list of relevant au-
Follows a use-case scenario for BibTeX files. thors (i.e., co-authors), relevant dates (i.e., dates of publica-
[1] % poffsmount ref.bib /poffs tion), and other relevant refinements. Answering the query



year:>1990 needs to use a user-defined logic solver foru #files | Length | Size | LoC | Prop | Prop/
reasoning on ordered integers. This plug-in and several othelts line

(e.g., a logic of program types, a logic of strings) are releasefi small BibTex 1 8184 | 280 | 33 | 7015 | 9
with the PofES software large BibTex 1 | 100001 | 3716 | 33 | 37077 | 10
' Andrew 76 | 12841 | 560 | 38 | 2259 | 3

5] % Is domain:/ core kernel 214 | 127912 | 3620 | 38 | 26467 | 4
s a ’ o PofFS article 1 1856 | 88 | 114 | 2038 | 8
domain:logic/ domain:compilation/ PoffS source|| 69 | 13451 | 972 | 174 | 8003 | 6

domain:langage/ domain:formal-methods/
domain:filesystem/

Length: Number of lines;Size Size of viewed file (Kb);LoC: Size of
specific transducer (line of codefrop: Number of different properties;
Prop/line: Average number of properties per line.

A selection by domain is chosen. It shows the domains of

the selected author. Table 1: Summary of experiment contexts

[6] % cat author:Y.Padioleau/ref.bib

USRI ; il ) The specific transducer extracts attributes that correspond to

@|trrl]proc_ee"c\i(mg:{l(fjs_-rla\rtncle, 4 0. Ridoux" the different aspects. This yields a total of about 8000 at-

filtllje Ozr ,:A L6 ica F'ﬁeeasu S‘igm,, - Ridoux, tributes, with an average of 6 attributes per line. Using navi-
g y ' gation and querying, one may select slices of the source pro-

year = 20083, . . . . .
booktitle = "USENIX Annual Technical Conf." gram (e.g., a configuration), and edit it or execute it. It is also
keywords = "filesystem, logic", possible to select all parts that are impacted by a given aspec-
} t. It makes it easier to update coherently one aspect, even if

e 12 it is programmed in different files and different programming

Until this point the view has never been actually COmputedanguages. No single tool offers all these services, and no sin-
because it has never been opened. Comnjighdselects a g!e splitting of a program into several source files offers them
second author and actually opens the view for the first time€ither.

So, the view is actually computed, but at this stage it is very Table 1 summarizes the characteristics of the experiment
small. Like any other view, this view can also be modified andcontexts. Table 2 displays results of several experiments. For
the modification will be back-propagated to the entire viewed?0th kinds of contexts, BibTeX files and source files, a large
file. context and a small one are considered.

Our second experiment is the edition of this article. It con- ’'Ls’ times are measured in several different situations.
sists in aATEX file of about 1800 lines. The specific trans- For instance, very unfocused queries (elg..author:
ducer for this experiment extracts attributes such as sectiolr BibTeX files) yield many answers (more than 4000 in
names and paragraph type. The specific and full-text indexthe large BibTeX case). In another situation, more focused
ing transducers yield a total of 2038 attributes, for an averaggueries (e.g.ls year:1998/author:/ ) yield much
of 8 attributes per line. PofFS forms the file context in a fewless answers (less than 40, in this case). Table 2 displays
seconds. ATEX allows one to split a text into several files, the average performance of a mix of all these situations in all
but it is often inconvenient because several useful tools déinds of context.
not cross well file boundaries: e.g., search tools, and spell- 'Upd’ times are also measured in several different situa-
checkers. Using the multi-file extension of PofFS solves thidions. First situation is when the committed view is not mod-
problem. As views are standard system objects (files) theified. Note that this does not mean that PofFS has nothing to
can be used by different applications that do not know eachlo; it is up to the update algorithm to find out that committed
others. For instance, a bilingual text can have its one languagégew is not modified (see Section 3.2). For instardiff,
view spell-checked by an appropriate tool, and the other lanmust be called anyway. Second situation is when the com-
guage view spell-checked by another tool. mitted view differs locally. For instance, for BibTeX files

Last experiment is the management of programs. We havenly one entry is modified. Last situation is when a global
considered PofFS source files, and a collection of C filegnodification is committed. For instance, when replacing type
(the Andrew benchmark and the core kernel of Linux, with-book by typearticle  for all the entries of a view in Bib-
out drivers, and for Intel x86 only). The PofFS source filesTeX files. Table 2 displays the average performance of a mix
include the PofFS core files (O’Caml), interfaces to PerlFSof all these situations in all kinds of context.

(Perl), and various transducers and logic solvers programmed Experiments show that mount time remains high. Note that
in different languages (Perl, Prolog, O’Caml). They obey athe part of transducers in mount time is important; e.g., sup-
specific coding discipline that permits to identify and inter- pressing the full-text indexing transducer divides mount times
leave different aspects of the prototype: e.g., trace and asséwy 3 to 10. Note that re-mounting from a saved file context
tion as in Section 2.2, security, optimizations, and versioningonly costs a few milliseconds; so, saving file contexts is an



[ [ FileCont [ Mount [ Upd [ Ls | handle several different programming languages in the same

small BibTeX 5 9.7 03 | 01 context.

large BibTeX 35 3282 | 2.8 | 09 There is a domain of software engineering [13, 11] that s-
?ggek‘gmel 330 21123'.31 2;? 2:; tudies the manipulation of programis views, for separating
PofES article 1 58 | 03 01 concerns, but proposals in that domain lack of generality. For
PofFS source 6 300 | 1.3 | 01 instance, navigating in a hierarchy of Java classes is an issue

for this domain, but it is specific to a programming language,
FileCont: Size of file context (Mb)Mount: Mount time (sec)Upd: Aver- and to a particular organization of programs.
age re-indexing time (sec)s: Averagels time (sec); The view-update problem is very important in the data-
base domain [10], where it cannot be solved in all generality.
It can be solved in PofFS because this instance is simpler than
for data-bases. Indeed, views of PofFS are sets of parts of the
od parts —— viewed file. To back-propagate updates of a view only re-
modifification ---x--- quires to know the coordinates of the parts in the viewed file.
With data-bases, views are not made of parts of the data-base,
but they are computed. To back-propagate an update requires
to inverse a computation. However, not all data-base opera-
10 ) tions are invertible, so that back-propagating view-updates is
only possible in restricted cases. With data-bases, one dis-
tinguishesvirtual viewsandmaterialized views The former
1 P e S———— are always coherent because they are always recomputed, anc
the latter are computed only once but may become incoher-
: ent. With PofFS, views are materialized but remain coherent
O'110“ 2#10* 310* 410* 5720* 640" 770" sr0* 9410 10° with the viewed file.

Number of ines of BibTex fle At the operating system level, there have been many pro-
posals for alternative file systems. SFS [6], HAC [7], or Neb-
ula[2], combine querying and navigation in a file system. For
instance, SFS uses transducers for extracting properties like
the name of functionsin a C file. Then, itis easy to search for

option worth considering. i . .
The impact of our sophisticated re-indexing algorithm (see"Jl file using a query such asl function:foo - However,

Section 3.2) can be measured by comparing mount timegawgatmn is poor (SFS yields only an extension) and it does

(complete indexing) and update times (partial re-indexing)nOt go inside files. The first point is solved with refinements,

Partial re-indexing is often 10 to 100 times faster than com-the second with views which select parts of file, instead of

plete indexing. files. Moreover, every view can be updated.
Figure 9 shows how performance is correlated with the
number of objects in the viewed file; execution time augments  Future direction
linearly with the number of objects.
We believe that these results are encouraging. PofFS haft future work is to extend PofFS to handle parts that
dles large size documents in a reasonable time. We are actu@te not exactly lines.  This is useful for highly struc-

ly using it on a daily basis for working on texts and programs.tured files like programs and for files that are not made
of lines, like sound and video files. For instance, the

MPEG7 standard describes how meta-data can be at-
6 Related works tached to segments of a video stream. Assuming a seg-

mentation tool that we could use as a transducer, one
The service of manipulating file contents is already offeredcould navigate in a movie by expressing simple queries
by several kinds of application: e.g., text editors like Emac-such ascd scene:kung-fu ; Is character:/ to
s, CIA[4], and IDEs [ntegrated Development Environments get only characters appearing in kung-fu scenes, and
like Eclipse. These applications offer means for querying ananplayer character:neo/matrix.wmv to play se-
navigation, and they also allow to hide parts of file. The nov-ected scenes of the movie.
elty of PofFS is to isolate the generic background of these Another important research direction is to study the impact
ideas, and to implement them at the operating system levetf PofFS on more complex applications. For instance, soft-
So doing, they are accessible to every existing applicationyare engineering has defined sophisticated notions of views,
and they permit combining logics and transducers in ordewhich either are extracted from programs (e.g., program slic-
to offer a powerful environment. In particular, it is easy to ing [18]), or guides the production of programs (e.g., UM-

Table 2: Summary of experiments performances

1000

100 i

Time (sec)

Figure 9: number of objects/time correlation (sec)



L, Aspect Oriented Programming [13, 11]). All these views Language Design and Implementatjgages 59-69, S-
could serve as properties for designating parts of program. nowbird, Utah, June 20-22, 2001.

) [6] D.K. Gifford, P. Jouvelot, M.A. Sheldon, and
8 Conclusion J.W. O'Toole Jr. Semantic file systems. WI8th

. ACM Symp. Operating Systems Principlpages 16—
The management of file contents at the system level has not 55 AcM SIGOPS. 1991.

evolved much since the first systems with stream files; files
are units, querying and navigating work at the file level. Only [7] B. Gopal and U. Manber. Integrating content-based ac-
read and write go inside files. We have proposed to consider  cess mechanisms with hierarchical file systems3rth
files as possible mount-points, to navigate in them, to extract ~ ACM Symp. Operating Systems Design and Implemen-
views, and to update them. This raises the consistent view tation, pages 265—-278, 1999.

update problem between the views and the mounted file. We ) ]

have proposed a mechanism of updatable views that solved8] J- W. Huntand M. D. Mcllroy. An Algorithm for Differ-

this problem efficiently. Thearts-of-file File SysterPofFS) ential File Comparison. Comp. Sci. Tech. Rep. No. 41,
implements these ideas at the file system level. It makes the ~Bell Laboratories, Murray Hill, New Jersey, June 1976.
structure of files virtual, and less tightly related to the physical [9]

model of a stream of characters. _ Michael W. Hicks, James Cheney, and Yanling Wang.
PofFS combines at the system level services that were often Cyclone: A Safe Dialect of C. IrGeneral Track:

pffered_separate_ly in user-lle_vel applications. We have used it | SENIX Annual Technical Conferengmges 275-288,
in applications like text edition and programming, and also June 2002.
in trace and log analysis. In all cases, performances are en-
couraging. The most critical operation in PofFS is updating §10] A. Keller. Algorithms for translating view updates in-
view. It requires a rather sophisticated algorithm for perform- to database updates for views involving selections, pro-
ing this operation efficiently. jections, and joins. Imtf ACM Symp. Principles of

In the past, considering files as flat streams have been a  Database Systempages 154-163, 1985.
fruitful abstraction to permit the combination of tool&a . _ )
pipes, redirection, etc. What PofFS does is to recover strud1l G- Kiczales. —Aspect-Oriented ProgramminghCM
ture in files and still permit the fruitful combination of tools. Computing Survey28(4):154, 1996.

A prototype PofFS and more information on this project[15] s R. Kleiman. Vnodes: An architecture for multiple file

Trevor Jim, J. Greg Morrisett, Dan Grossman,

can be down-loaded at the following URL: system types in Sun UNIX. IWSENIX Summepages
http://www.irisa.fr/LIS/PofFS/ 238247 1986.
This page also displays all demos and experiments present- ’
ed in this article. [13] P.B. Kruchten. Thel + 1 view model of architecture.

IEEE Software12(6):42-50, 1995.
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